Prateek Mittal, Gautam Barua, Sameer Narang


Defeating Reflector Attacks: Signature Conflict Triggered Filtering
Prateek Mittal, Gautam Barua, Sameer Narang
Dept of CSE, Indian Institute of Technology, Guwahati, India
mittal@iitg.ernet.in
gb@iitg.ernet.in

sameer.narang@gmail.com
Abstract: Distributed Denial of Service (DDoS) attacks are a severe threat to internet security. The use of reflectors in launching DDoS attacks makes it particularly difficult to defend against. Not only do reflectors hide the identity of the actual zombies, they may also act as amplifying subnets. The attack evades the local intrusion detection systems at the reflector end since the volume of the attack traffic at each reflector is relatively very small. There is a need for a mechanism to effectively deal with such attacks and to identify the zombies involved. In this paper, we solve the dual problem of mitigating reflector attacks and identifying the zombies involved in an attack, by proposing the Signature Conflict Triggered Filtering (SCTF) mechanism. SCTF is an extremely novel concept, because it is detects a zombie's spoofed attack traffic based on the characteristic signature that each legitimate packet from the victim must carry.

Unlike defenses based at the victim end, we use edge router(s) of the reflector(s) for the detection of attack traffic, thereby mitigating the attack very effectively. Once the attack packets are identified, an IP Traceback scheme like Deterministic Edge Route Marking, running at the reflector end can track the zombies involved in the attack. Since the signature of legitimate traffic is used to identify and filter the attack traffic, this scheme does not suffer from any collateral damage (No legitimate traffic is filtered). SCTF can operate in intensive reflector attacks that utilize a large number of reflectors and is very scalable. The scheme assumes that routers are not compromised and requires reasonable extra space and processing in routers.
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1. Introduction
A Distributed Denial of Service (DDoS) attack is a coordinated attempt by a group of malicious hosts ( called zombies, because they are controlled by one master attack node) who flood the victim with attack packets. In Direct DDoS attacks, the zombies send attack packets to the victim directly. The distributed nature of the attack makes it very difficult to defend against. As a detterent, we need mechanisms to identify the zombies involved in  DDoS attacks. The Internet protocol (IP) version 4 specifies a header field in all packets that contains the source IP address, which would seem to allow for identifying every packet's origin. However, the lack of security features in TCP/IP specifications facilitates IP spoofing - the manipulation and falsification of the source address in the header. The methods which may help a victim to identify the approximate location of the zombies are known as IP traceback mechanisms (N.Ansari, A.Belenky 2003).

DDoS attacks can be made even more potent by bouncing the attack traffic off reflectors.  A reflector may be any IP host that will return a reply packet when sent a request packet. For example, all web servers, DNS servers and routers can be reflectors since they would reply with SYN ACK or RST packets in response to SYN packets, with DNS replies in response to DNS queries, and  with ICMP time exceeded or Host Unreachable messages in response to particular IP packets. Further, by predicting the sequence numbers in TCP packets, arbitrary TCP packets can be reflected.The zombies may spoof the source address of the request packets with the IP address of the victim and send them to the reflectors. The reflectors then send reply packets to the victim (which is the apparent source of the request packets). As any host with a service can be exploited, it is not difficult for a zombie to find many reflectors. Thus, a zombie can easily flood  the victim's network by sending  request packets to a very large number of reflectors. Such attacks are called Distributed Reflected Denial of Service (DRDoS) attacks, or simply Reflector attacks. 
Multiple zombies can co-ordinate and launch an attack. Let Ns be the number of zombies involved in an attack. Let Nr be the number of reflectors. In general, Nr is much larger than Ns. Let Ps be the number of packets sent from a single zombie and Pr be the number of packets a reflector generates. Assuming no amplification (i.e a single reply packet arises from a request packet at the reflector), we have:

NsPs = NrPr and Nr >> Ns
Therefore, Pr << Ps
We see that the number of packets sent by each reflector is very less compared to that sent by each of the zombies. Thus, the local intrusion detection mechanism at the reflector cannot detect any attack. Use of reflectors in DDOS attacks makes it extremely difficult to defend against and complicates the traceback process to the zombies. Such attacks are a severe threat to internet security.
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We introduce the concept of Reflecting Edge Router (RER). Each reflector is usually a part of an autonomous system (AS). An edge router is a router to which at least one end node is connected. The edge router to which a reflector is connected to is the Reflecting Edge Router for that reflector node. Current thinking seems to focus on finding characteristic attack signatures for different types of reflector attacks, that the victim can use to identify and filter the attack. (Paxson, Vern.2001), analyzed  reflector attacks and showed that attacks involving TCP sequence number prediction and recursive DNS queries are major security threats. Till date, there is no effective filtering mechanism against them. Our motivation for this work is a need for an automated defense against reflector attacks independent of the type of attack traffic. Also, as a detterent, we need to identify the zombies involved in the reflector attacks. This paper solves the dual problem of mitigating  reflector attacks and identifying the zombies involved in an attack, by proposing the  Signature Conflict Triggered Filtering (SCTF) mechanism. 
2. Signature Conflict Trigerred Filtering

2.1 The protocol

Since the victims of the reflector attacks are best placed to detect the attack, we assume that there is an intrusion detection mechanism available to identify packets as attack packets. After the attack has been identified, the victims must be able to trace back the IP addresses that caused the attack using our choice for a deterministic IP traceback scheme, Deterministic Edge Route Marking (DERM) which was proposed in (Barua, Gautam. Rayanchu, Shravan K. 2004).Identifying the reflectors involved in the attack is a trivial problem, as the reflectors do not spoof the packets. Tracing the zombies behind the reflectors is much more difficult. Traceback procedures (including DERM) which employ packet marking will not provide us with the marks of the actual zombies. In case of DERM, the victim actually gets the HashMarks of the edge routers, to which the reflectors involved in the attack are connected to.

While the HashMarks of the zombies arrive at the reflector in the request packets, this information is lost when the reflector processes the packets at the application layer and sends  reply packets as a new IP flow. Moreover, these packets get marked by the DERM enabled ingress edge router of the reflector's network on the way to the victim. The victim cannot infer anything about the actual zombies using the HashMarks of reflectors. Thus, we have to trace the attack through the reflectors to the zombies. To achieve this, some traceback module needs to be run at the reflector end. (Barua, Gautam. Rayanchu, Shravan K. 2005) proposed that each host maintain a DERM Traceback Module (DTM). As a reflector it will store information enabling victims to trace the attacks to the zombies. This however is not a satisfctory solution as we cannot trust all hosts in the Internet, and so-called reflectors can themselves be source of attack.To avoid this, SCTF uses the edge routers to help in tracing and filtering the attack. The edge routers are assumed to be safe and not compromized. As discussed in the previous sections, it is extremely difficult for the reflectors to identify the attack packets as the volume of traffic can be made very low, so that the local intrusion detection systems at the reflector's network will fail to detect the attack. This means that the reflectors will respond to the spoofed packets by sending reply packets to the victim, thus choking the victim’s link. Schemes like DTM apply filtering only at the victim’s end which is not very effective. Others like DWARD use the source end defense approach and try to throttle all traffic to the suspected target of attack. However, attack detection at the source-end is hindered by attack distribution. We take a middle path and filter the zombie’s spoofed packets at the reflectors edge router so that these packets dont reach the reflectors, thus mitigating the attack.
2.2 SCTF Handshake

When the victim’s IDS informs it of a distributed reflected denial of service(DRDoS) attack packet, the victim presents the reflecting edge router(s) (identified using DERM) with the characteristic signature of its edge router. We propose a SCTF handshake mechanism by which the edge routers can verify the authenticity of the victim. The handshake between the victim and the edge router involves the use of three packets which we term VERIFY_SIGNATURE, VERIFY_SOURCE, and SOURCE_RESPONSE packets.
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The victim sends a VERIFY_SIGNATURE packet to the list of edge routers corrosponding to the hash in the ID field of the packet header of the attack packet. It also makes an entry into the REFLECTOR table, which consists of the reflector's IP address and an active bit, initially set to 0. The VERIFY_SIGNATURE packet consists of the IP address of the victim and its edge router. Note that traceback schemes like DERM also send a VERIFY_SIGNATURE packet to some innocent routers which were wrongly identified. The purpose of VERIFY_SIGNATURE packets is to let the reflecting edge routers know that they are involved in a denial of service attack against the victim.

When an edge router receives a VERIFY_SIGNATURE packet from the victim, it needs to validate the authenticity of this packet as the victim’s address may have been spoofed.To achive this, it sends a VERIFY_SOURCE packet to the claimed victim. The VERIFY_SOURCE packet contains a random number. The inclusion of a random number in this packet is very significant, as the edge router expects this number in the response to the VERIFY_SOURCE packet. Therefore, without receiving this packet, it is impossible for a machine claiming to be the victim; to complete the handshake process. The edge router also makes an entry into the VICTIM table. The VICTIM table consists of the victim's IP, victim's edge router signature, the random number and a timestamp.
When the victim receives a VERIFY_SOURCE packet from an edge router, it responds by sending a SOURCE_RESPONSE packet with the same random number, but only after checking that the IP address of the edge router is in the REFLECTOR table. If there is a match in the reflector table, the active bit is set to 1, else the packet is discarded. The SOURCE_RESPONSE is to ensure that the VERIFY_SIGNATURE packet was not spoofed. 

When an edge router receives a SOURCE_RESPONSE packet, it checks the VICTIM table to see if the SOURCE_RESPONSE packet is from an IP in the VICTIM table. If there is a match in the VICTIM table, the edge router makes an entry in the CONFLICT DETECTION TABLE (CDT). However, if the SOURCE_RESPONSE packet is from an IP not in the VICTIM table, or this packet has a correct IP match but not the correct random number, then this packet might be an attack packet and is discarded. If the edge router does not receive the SOURCE_RESPONSE packet from the victim within a certain timeout, the corrsoponding entry in the VICTIM table is cleared.

Through this three packet transaction, the reflecting edge router is aware of the victim who is under attack. If initially in the VERIFY_SIGNATURE packet, the victim IP was spoofed, the host with that IP address will not respond to the VERIFY_SOURCE packets. The reflecting edge router also has the IP address of the victim’s edge router.The above SCTF handshake lays the foundation for filtering and traceback of the reflector attack.

2.3 Filtering and Traceback
The SCTF handshake provides the reflecting edge router with the IP address of the (claimed) victim and its ingress edge router. SCTF relies on the fact that even though any zombie can spoof the victim’s IP address, it cannot spoof the victim’s ingress edge router hash. If the zombie sends a spoofed packet with the source address as that of the victim to the reflector, the reflecting edge router can check that the source IP is that of the victim, but the ingress edge router is not. It can thus filter the attack traffic.The filtering phase is as follows: a reflecting edge router forward a packet if and only if, either the packets source IP is not present in the Conflict Detection Table (CDT) or the source IP and source edge router match an entry in the CDT. Note that the CDT contains the IP address of the victim and its ingress edge router. 
If a packet’s source IP matches that of an entry in the CDT, but the edge router signature does not, then this packet is a reflector attack packet. It will not always be the case that the hash mark in this packet is that of a zombie's edge router. This is so as the packet may not have been marked by an edge router. Therefore, we need to ascertain that this packet has been marked by an edge router. To this end, we check the router interface from which the packet came. If it is an external interface, then some edge router would have marked this packet and the attack eminated from the network for which that router was an edge router. Proper alerts need to be raised. The hash of the attacking router is logged with the victims IP, in an ATTACKING_ROUTER table which can be later queried by the victim. If the interface is internal, then no router has marked the packet, so this router itself is the attacking edge router for the victim and it makes a corrosponding entry in the ATTACKING_ROUTERS table.

Thus we have been able to filter the reflector attacks at the reflector's edge router, thereby preventing the attack packets from reaching the reflector and mitigating the attack. Also, the zombie's edge router hash marks have been logged for attacker identification by the victim.

3. Analysis of SCTF 

In order to discuss the effectiveness of SCTF and to quantify the overheads involved, we use the following parameters.
· Let the number of attackers be involved in an attack against one victim be n.
· Let the rate at which a reflector sends a packet be Fr.

· Let the number of edge routers be m.

· Let the number of digits used in the hash function of DERM be d.

· Let the average number of simultaneous attacks in the internet which use a particular reflector be r.

The average number of IP addresses which share a hashmark Nav is equal to the total number of edge routers divided by the total number of hash marks ie Nav=m/2d. As analyzed in (Barua, Gautam. Rayanchu, Shravan K. 2005), the expected number of different hash marks of the reflectors received by the victim is Ni = 2d-2d.(1-1/2d)n
3.1 Overheads incurred by the victim
· Notification to Reflecting Edge routers: On an average, the victim sends Np=Nav*(2d-2d(1- 1/2d)n) VERIFY\_SIGNATURE packets. In the worst case, the victim sends Np=Nav*n VERIFY\_SIGNATURE packets.
· Storage Requirement: The storage requirement of the REFLECTOR table is Np*64 bits.
· Confirmation to Reflecting Edge routers: The cost of receiving a VERIFY_SOURCE packet is at least a REFLECTOR table lookup. If a match is found, the victim sends a SOURCE_RESPONSE packet and sets a bit in the REFLECTOR table.

3.2 Overheads incurred by the reflecting edge router
· Requesting confirmation from victim: For any VERIFY_SIGNATURE packet received, the cost involved is sending of a VERIFY_SOURCE packet, and an entry into the VICTIM table. If no fake VERIFY_SIGNATURE packets are received, the storage size of the VICTIM table is r*(64+d) bits.

· Receiving victim's confirmation: A VICTIM table lookup is done for every SOURCE_RESPONSE packet received. If a match is found, a CDT entry is done and the VICTIM table entry is purged. The size of the CDT is r*(64+d) bits.

· Filtering Overhead: Before forwarding any packet, a CDT lookup is required. If the packets source IP is not present in the CDT or the packets source IP and source edge router signature match a CDT entry, then the packet is forwarded. However if the source IP matches an entry in the CDT but the source edge router signature does not, then the attacking routers hash and the victims IP need to be logged in the ATTACKING_ROUTERS table(No duplicates). The storage requirement of this table is rn*(32+d) bits.

· Maintenance Overheads: The VICTIM table entries need to be proactively purged if no SOURCE_RESPONSE packets are received within a few seconds of sending a VERIFY_SOURCE packet. Once every few hours, the CDT entries need to be purged.

3.3 Advantages and Effectiveness of SCTF
Once an attack has been identified, it takes very few packets to mitigate the attack and trace the attackers, which is beneficial as bandwidth is a major constraint in DRDoS attacks. We assume that the victim is in a position to send at least one packet to every potential reflector from which it receives attack packets.When the victim's link to its edge-router is overloaded; only a few packets may be sent. However, as the number of packets sent increases, the attack-traffic goes down. The linear dependence of attack-traffic (TATK) with the number of VERIFY_SIGNATURE packets successfully sent (PSUCC) is given by:  TATK = n * Fr * [1 - PSUCC/Ni].  This is an advantage because the scheme can operate in intensive reflector attacks that utilize a large number of reflectors. SCTF can thus handle major DRDoS attacks and is scalable. It is also possible to trace back the attackers after the attack as the victim might not be in a position to perform the analysis during the attack. The reflecting edge routers maintain an ATTACKING routers table which may be queried by the victim at a later time. The processing and memory requirements have also been quantified in the previous subsection, and are minimal. There is no ISP cooperation required. There is no need for ISP's to share internal topological information. 
The sending of VERIFY_SIGNATURE packets to some innocent edge routers has a side effect of an entry in their CDTs, but this does not lead to dropping packets destined towards the victim, as that edge router was not involved in the attack. Therefore, the false positives in identification of reflecting edge routers has no noticable effect.The filtering of the attack traffic is done at the reflecting edge router. The legitimate traffic will never have the victim’s source IP with an incorrect hash ID. Hence it will not be filtered by SCTF. The number of false positives being zero during the filtering phase is the most important aspect of this scheme. In other words, SCTF never filters legitimate traffic.

An attack may comprise of zombies whose edge router's hash matches that of the victim’s edge router. In this manner, an attacker will be able to spoof the victims IP address along with the legitimate hash of the victims ingress edge router. The reflecting edge router will not be able to identify this attack packet. The number of different hash marks of n attackers is given by Ni. The number of attackers who have an edge router with the same hashmark are n/Ni. If even one of these hashmarks matches those of the victim's edge router, the reflecting edge router will fail to filter the attack packets of n/Ni attackers. This figure of n/Ni is the number of false negatives during the filtering phase as well as the traceback phase. We are able to identify all the attackers whose edge router's hash marks do not match those of the victim's edge router. During traceback, the expected number of false positives is (2d-2d(1-1/2d)n)*Nav-n, as analyzed in (Barua, Gautam. Rayanchu, Shravan K. 2004).

3.4 Effectiveness of SCTF against different types of reflector attacks
Source Address Spooing based DRDoS attacks
SCTF will filter and identify the attackers for all source address spoofing based reflector attacks, which involve reflecting edge routers. This means that SCTF will defend effectively against the dangerous TCP and DNS packets based attacks, as well as against lesser threats like SNMP and UDP based attacks that involve source addressing spoofing and where the reflectors are a part of an autonomous system having edge routers. 

Application based Reflection
SCTF will not detect (most) application level reflector attacks as the connection between zombie and the reflector is legitimate. The reflecting edge routers will not filter the attack as the zombies do not spoof the victim’s IP address and thus, there is no signature conflict. However, in such scenarios the reflectors can expose the zombies to potentially immediate traceback if logging is enabled.

As a special case, TCP stacks with guessable sequence numbers provide for application level reflection with the difference that the attackers spoof the victim's IP address. As analyzed in (Paxson, Vern. 2001) such attacks are the biggest threats amongst all reflection based attacks. SCTF can defend against such TCP sequence based application level reflection attacks as the source address is spoofed by the attacker and the reflection is not off core internet routers.

3.5 Possible attacks against SCTF

The following are the ways in which an attacker may try to exploit the SCTF mechanism.

Spoofing within Victim's Autonomous System
An attacking node may be inside the victim’s autonomous system (AS). Therefore, if it is able to spoof the victim IP address, then the router signature of the attacking node and the victim will match and there will be no signature conflict. But such spoofing can be easily detected and prevented within the AS.

Exploiting SCTF via intelligent zombie selection
The attacker may choose his zombies such that their edge router's hash match that of the victim's. In this scenario, the attack traffic will not be filtered and the attackers remain untracable. The false negitives of SCTF have been analyzed in the previous section.

4. Related work 

4.1 Route based Packet Filtering
The route based packet filtering approach (Kihong Park, Heejo Lee 2001), proposed by Park and Lee, essentially extends the ingress packet filtering function to the internet core. This approach employs a number of distributed packet filters to examine whether each received packet comes from a correct link according to the inscribed source and destination addresses, and the BGP routing information. A packet is considered an attack packet (or other illegitimate packet) if received from an unexpected link and is therefore dropped. The effectiveness of the approach is quite sensitive to the underlying Internet AS connectivity structure. The major drawback of this approach is to require BGP messages to carry source addresses. Inclusion of the source information would significantly increase the BGP message size and the message processing time. 
4.2 Source Address Validity Enforcement Protocol

The Source Address Validity Enforcement (SAVE) protocol, proposed in (Jelena Mirkovic, Peter Reiher et al. 2001) provides routers with the information needed for source address validation. The SAVE messages propagate valid source address information from the source location to all destinations, allowing each router along the way to build an incoming table that associates each incoming interface of the router with a set of valid source address blocks. SAVE runs on individual routers which can verify whether each packet arrives at the expected interface based on the incoming table. The attacker’s choice of forgeable IP addresses is reduced drastically, and all improperly addressed packets will be dropped as soon as the forgeries are detected. SAVE's gaurantee of source address validity is not absolute. If an incoming table indicates that a range of IP addresses comes in on a particular interface on the router, the router itself has no way of knowing if one of the machines with an address in that range forged the source address of another machine in the same range.The SAVE protocol is proactive in nature, running on core as well as the edge routers. SCTF in contrast, is a reactive mechanism devoid of bandwith overheads like SAVE updates/messages. Moreover, it cannot hold the zombies accountable in case of an attempted attack.

4.3 Hop-Count Filtering
Hop-Count Filtering (Cheng Jin, Haining Wang, Kang G. Shin 2003) utilizes the information contained in the IP header for packet filtering. Although an attacker can forge any field in the IP header, he or she cannot falsify the number of hops an IP packet takes to reach its destination, which is solely determined by the Internet routing infrastructure. The hop-count information is indirectly reflected in the TTL field of the IP header, since each inter-mediate router decrements the TTL value by one before forwarding a packet to the next hop. The difference between the initial TTL (at the source) and the final TTL value (at the destination) is the hop-count between the source and the destination. By examining the TTL field of each arriving packet, the destination can infer its initial TTL value, and hence the hop-count from the source. Hop Count Filtering (HCF) deployed at the reflector end, can detect attempts to fool the servers into acting as reflectors. Note that since HCF specifically looks for spoofing, it can detect the attack inspite of low volume of attack traffic at the reflector. But there may be a significant number of false negitives as the attacker may easily evade detection if he knows the hop count from victim to the reflectors. As is the case of SAVE, HCF too cannot locate the zombies involved in the attack.

4.4 DERM Traceback module
(Barua, Gautam. Rayanchu, Shravan K. 2005) proposed a DERM Traceback Module (DTM) to run on each host, which would help the victim in filtering the attack traffic and identifying the attackers in reflector attacks. Further, as a reflector, it will store information that will be of use to the victims of reflector attacks.The key idea is to keep a log of all the hash marks received at the hosts (reflectors) so that they can be made available to reflector attack victims. As the reflector cannot diffrentiate between attack packets and legitimate packets, it has to proactively log the hash marks in a ProactiveTbl. The ProactiveTbl contains the mappings between source addresses and their edge routers. The filtering procedure involves checking if the source edge router of the packet is an attacking router as identified by the IDS. For tracing the zombies involved in the attack, the victim asks the reflectors to provide it with the hash mark's of the zombies which are stored in a ProactiveTbl. The hash marks in the ProactiveTbl of the reflector corrosponding to the source address of the victim would actually be the hash marks of the zombies. The victim then carries out an attacker identification procedure, based on the mark list supplied by the reflectors, to determine the hash marks of the zombies. This scheme involves filtering by DTM of the victim and not the reflector, which is not good because the victims link may be choked by this reflection based attack, rendering the victims filtering useless. DTM wrongly filters the legitimate traffic of some innocent edge routers, which have been falsely implicated as their hash matches that of the attacking routers. 

5. Conclusion and Future Work
In this paper, we propose Signature Conflict Triggered Filtering to detect and filter attack traffic at the reflecting edge routers. SCTF can also be used to identify the edge routers which are directly connected to the zombies involved in the reflector attack. We use a deterministic IP traceback scheme, DERM, for our purpose. When under attack, the victim presents the potential reflectors (identified by DERM) with the signature of its edge router. The reflecting edge routers will then know that any legitimate traffic coming from the victim towards them must carry this signature. They can detect the attack packets which spoof the victims source IP simply by comparing the source edge router's hash with that of the victim's edge router. In case of a conflict, the packet is discarded, and the hash of the attacking edge router is logged.

SCTF can operate in intensive reflector attacks that utilize a large number of reflectors and is very scalable. Unlike schemes like DTM, SCTF filters the attack traffic at the reflectors edge router, thus mitigating the attack very effectively. The legitimate traffic will never have the victims source IP with an incorrect hash ID. This implies that there is no collateral damage as the legitimate traffic will not be filtered by SCTF. The false positives during the traceback phase are also very small. It is also possible to trace back the attackers after the attack as the victim might not be in a position to perform the analysis during the attack. The processing and memory overheads are minimal. Our proposed solution can handle most of source address spoofing based reflector attacks. This includes TCP guessable sequence number and DNS query based attacks, against which there is currently no effective defense.
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